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Introduction

The  most  well-known  and  accepted  way  to 
authenticate users in computer systems deals 
with  entering  a  username  and  password. 
Other authentication techniques include the 
introduction  of  the  user's  physical  features
(e. g. retinal or fingerprint scans) or requiring 
the user to have a special piece of hardware in 
their possession1. 

These added burdens that are placed on the 
user make software less usable and may even 
lead to users not locking their system down as 
often to avoid a lengthy login process. These 
systems are put in place for security, yet poor 
usability  may  actually  lead  to  worse  overall 
security. 

One way to solve this problem is to continue 
to  let  users  simply  use  their  username and 
password to log in to their system. Previous 
research has shown that the same factors that 
make written signatures unique are found in 
a user's typing pattern2. Meta information can 
be  obtained about  how the  user  enters  this 
information to add another level of security to 
the  authentication  protocol,  thus  increasing 
security without affecting usability. 

The field of keyboard biometrics, sometimes 
referred  to  as  keyboard  dynamics,  involves 
the  study  of  keyboard  typing  patterns  and 
behaviors to predict attributes about the user 
at  the  keyboard.  The  first  suggested 
application  of  keyboard  biometrics  for 
identification was in 19753. Since then, these 
attributes  have  been  applied  to  different 
scenarios  including  user  authentication, 
identification and monitoring, and password 
hardening. 

One  such  attribute  is  keystroke  latency. 
Keystroke  latency  is  defined  as  the  time 
between a  key  release  and key press.  Some 
studies have also focused on the time between 
key press and key release4, yet this data was 

not collected for most of the systems.

With the  collection of  this  information,  two 
major questions arise. Specifics about typing 
patterns  can  leak  information  about  actual 
password characters56, while if a users typing 
patterns are leaked from one authentication 
system,  they  may  be  applied  against  a 
separate  authentication  system  even  if  the 
users password varies.  

Prior Approaches

1. Authentication

Most  applications  of  keyboard  biometrics 
focus  on  user  authentication.  When  a  user 
types in a password, if they do not enter it in 
the same way as usual,  a  flag can be raised 
that the user might be an impostor. Metrics 
that  are  focused  on  are:  Acceptance  of 
Authentic (AA), Rejection of Authentic (RA), 
Acceptance of Impostor (AI), and Rejection of 
Impostor (RI). The goal is to develop a system 
that  can  maximize  AA  and  RI  while 
minimizing AI and RA. Both pairs {AA, RA} 
and {AI, RI}  are inversely related.

1.a Monrose and Rubin7

Monrose  and  Rubin  developed  a  system  in 
which participants ran the experiments from 
their  own machine on their  own time.  This 
may  have  lent  to  a  more  realistic  and 
comfortable environment of the user, with the 
goal that users are more likely to type using 
their normal behavior if they are comfortable.

After obtaining the data, they separated it in 
to cluster domains based on typing speed of 
users. This was an optimization they made to 
categorize  users  instead  of  keeping  specific 
detailed typing information about each user. 

Data  was  then  put  through  three  different 
classification  algorithms  to  study  which 
achieved the best results: Euclidean distance 



measure;  non-weighted  probability;  and 
weighted probability.

They  found  that  when  their  algorithm 
discarded  data  beyond  0.5  standard 
deviations, the user recognition level was only 
62.9%, far too low for a usable authentication 
system. Continuing to tune their algorithms, 
they moved to a standard deviation of 1.0 and 
were  able  to  observe  an  increase  in  AA, 
however as the standard deviation increases, 
so does AI. 

The weighted probability algorithm that they 
used  introduced  an  interesting  take  on 
finding keystroke latency times. They realized 
that  key  pairs  such as  'er',  'th',  and  're'  are 
very likely in the English language, therefore 
they  are  typed  much  more  often  and  have 
much  better  ability  for  reproduction  of  the 
pattern.

Using  this  realization,  they  introduced  the 
weighted probability  algorithm and found it 
to achieve the best results with a gain of 10% 
over  the  previous  two  algorithms  (standard 
deviation = 1).

Further observations showed that they could 
predictably determine a users dexterity based 
on  keystroke  pair  timings  when  location  of 
keys are factored in. Left-handed users were 
able to type common key pairs on the left side 
of the keyboard in a very predictable manner 
compared to the right side of the keyboard. 
Not  enough  data  was  obtained  for  further 
information  about  this  observation  during 
this  experiment,  but  could  be  looked  upon 
further. 

Users  with  inconsistent  typing  patterns 
became  outliers  in  the  data  and  had  to  be 
discarded  and  left  out  of  the  keyboard 
biometric  authentication  system.  There  was 
no mention in the paper of an automated way 
of  determining  if  a  user  is  an  outlier.  This 
may  require  a  system  administrator  to 
monitor  the  statistics  of  authentication 
attempts,  which  would  require  too  much 
overhead in a large organization.

1.b Ong and Lai8

Like  Monrose  and  Rubin,  Ong  and  Lai 
developed a system that focused on the time 
period between keystrokes as the measure of 
the typing pattern, but it differed in that they 
focused  on  educating  the  impostor  on  the 
authentic user's keyboard typing behavior.

The  experiment  focused  on  generating 
authorized  user  authentication  by  telling  a 
user A to type a given password twenty times, 
for three different passwords. After this first 
session,  user  A  returned  for  another  where 
they were given a password of a user B and 
were  told  to  try  and  validly  reproduce  the 
password.  The  last  session  had  the  user  A 
observe  user  B  typing  the  valid  password 
entry  and  try  to  act  now  as  an  informed 
impostor to access the system.

Four  different  schemes  were  used  to 
represent  keystroke  latency  data.  The 
schemes used were:

• Original  representation,  without  any 
modifications

• Original  representation  but  without 
the  last  piece  of  data  in  the  pattern 
vector

• Normalized  data  from  the  original 
scheme

• Normalized data, but without the last 
piece of data from the pattern vector

The goal of using the different schemes was to 
improve  the  accuracy  of  the  biometric 
authentication system, reduce dependency of 
the data on system hardware, and reduce the 
dependency  of  the  biometric  system on the 
natural  variation  of  the  authorized  users' 
keystroke patterns.

From  this,  they  were  able  to  show  that  RI 
decreased  when  the  subject  observed  the 
authorized user's typing pattern. On average, 
rates of correct classification throughout the 
experiment was 85%.

The  results  also  indicated  that  the  user 
acceptance rate deteriorated slightly over the 
period of the experiment, most likely due to 



the  users  not  having  seen  the  passwords 
before  the  first  session  and  thus  not  being 
able to develop a consistent pattern at a later 
date.

Further,  the  findings  found  that  cluster 
analysis  can  be  used  as  a  classification 
scheme, and that the most effective metric for 
typing  biometrics  systems  is  the  Camberra 
metric.

This  study  had  the  goal  of  using  generic 
passwords  to  maintain  privacy  from  users 
actual passwords, yet this goal limited results 
since the users did not have significant time 
to  become familiar  with  the  password.  Had 
the users been able to practice at length their 
given password as in a different study5,  this 
deteriorating  factor  may  not  have  been 
introduced.  Also,  the  experiment  was 
conducted  on  three  different  days  over  a 
period of two months, allowing a significant 
amount of time to lapse for users to forget the 
pattern of the password.

An observation for future studies is that the 
length of the password has a very significant 
influence  on  the  ability  of  the  classifier  to 
correctly classify the data.

1.c Song, Wagner, and Tian5

The  introduction  of  keystroke  timing 
information brings with it  the ability  for  an 
attacker  to  learn  vital  information  about  a 
password. These timing leaks open a new set 
of security risks.

Within  SSH  2's  interactive  mode,  every 
individual  keystroke  is  sent  to  the  remote 
machine in a separate IP packet immediately 
after  the key  is  pressed,  therefore  it  is  very 
simple  to  learn the  length of  the  password. 
The time it takes the operating system to send 
the packet compared to the key press latency 
is negligible.

With the timing information, Song, Wagner, 
and Tian asked if they could use the timings 
to  infer  the  key  sequences  being  typed. 
Investigating this became much of the focus 

of  their  study.   They  found  that  timing 
information leaked about 1 bit of information 
per  keystroke,  compared  with  4-8  bits  of 
entropy per password character. (The entropy 
of written English is low about 0.6 to 1.3 bits 
per character). 

To test this,  they generated a password and 
allowed the user to practice the password at 
length until comfortable with typing it. They 
found  that  this  is  still  inefficient,  since 
passwords are typically typed in groups of 3-4 
characters,  with  fairly  long  pauses  between 
each group.

They  revised  their  approach  and  gathered 
inter-keystroke  timings  on  pairs  of 
characters, asking the participants to type the 
pair 30-40 times, returning to the home row 
each time. There were 142 pairs in total.

They  also  studied  simple  timing 
characteristics, such as using the same hand, 
same  finger,  and  whether  they  involve  a 
number key.

Taking  this  information  and  graphing  it 
showed  the  latency  distribution  of  the 
character  pairs  significantly  overlapped, 
meaning that the inference of character pairs 
using just latency information is a challenging 
task.  They  were  unable  to  identify  specific 
characters,  but  were  able  to  improve 
prediction  of  which  characters  were  being 
typed to the  amount  that  they were  able to 
speed up a brute-force password attack by a 
factor of 50. 

The work of Song, Wagner, and Tian showed 
that  timing information  opens  a  new set  of 
risks that must be cared for.

2. Identification and Monitoring

Not  only  can  keyboard  biometrics  be  used 
simply for authentication, but it can be used 
as  a  continuous  authentication  method  to 
ensure that a malicious user doesn't take over 
an unattended terminal.

2.a Song, Veneble, and Perrig4



Instead  of  working  on  one-time  user 
authentication,  Song,  Veneble,  and  Perrig 
proposed a concurrent process to validate the 
user at the keyboard. Often times, a user may 
step  away  from  their  computer  without 
locking  the  keyboard.  They  developed  an 
application that runs in the background and 
will  lock  the  machine  when  it  notices  a 
sudden change in the typing pattern.

Data  was  collected  by  processing  key  press 
and key release events, while others only used 
key press2. To collect data, each keystroke is 
listened for through an X-windows server and 
processed either to train a model or compute 
probabilities.  All  combinations  of  two-key 
pairs  that  the  user  entered  are  stored  as  a 
user profile.  When verifying the user at  the 
keyboard, they compare the user profile that 
is generated with all other user profiles in the 
system. 

This may allow them to record which user is 
acting as  an impostor for  use in the future. 
Further discussion about this ability was not 
mentioned.

Three models  were created to  represent the 
data.  A  bigram  model  (consisting  of  two 
continuous  keystrokes),  a  trigram  model 
(consisting  of  three  continuous  keystrokes), 
and a word-gram model (grouping every set 
of  keystrokes  that  only  contain  letters,  and 
the modifiers Caps Lock and Shift).

Their  weighted  model  used  the  previous 
prediction  and  the  prediction  of  new  key 
strokes  to  allow  for  gradual  changes.  The 
model was Pcurrent = α*Pnew + (1 – α)Pold.

The distribution of the keystroke latencies for 
a particular user was found to be normal. 

Some of the problems that were encountered 
dealt with the latency time reported by the X-
windows server, which was used to read key 
events. The minimum latency given by the X-
windows  server  was  10ms,  and  key  events 
faster  than  10ms  were  reported  as  0ms.  A 
granularity  of  1ms  could  have  improved 

results  for  fast  typers  who  may  overlap 
certain key press events.

3. Password Hardening

The  use  of  keyboard  biometrics  can  also 
provide a natural “salt” that can be used for 
one-way  hashing  of  passwords.  Hardened 
passwords can be used to create long-lasting 
encryption on file systems, authentication on 
virtual private networks and more.

3.a Monrose, Reiter, and Wetzel9

Monrose,  Reiter,  and  Wetzel  replaced  the 
authentication system of Netscape Enterprise 
Server  with a Java applet  that  could record 
each user's keystroke features. In addition, all 
users shared the same password, allowing for 
interesting results.

The scheme automatically adapts to gradual 
changes in a user's typing patterns. It starts 
without the biometric aid, leaving the initial 
password as strong as present day passwords. 
Over  time,  a  history  is  built  up  for  the 
password, and the biometric aid is added. 

One caveat  that  was noted is  that  keyboard 
biometrics  introduces  the  security  hole  that 
attackers  can learn  information  such as  the 
keystroke  latency  to  add  knowledge  to  an 
offline  dictionary  attack  using  well-known 
keystroke latencies.

To  solve  this  issue,  they  determine  which 
features about the password to use for salting 
based on if  the specific  feature  for  the user 
was determined to be predictable or not. This 
way not all  features  are used in the salting, 
making the salt  more secure and unique for 
each user. 

For  error-handling,  they  used  a  novel 
approach  by  “backing-off”  and  removing 
features from the password to give room for 
error under the hypothesis that the valid user 
simply typed the password slightly different.

They claim that the biggest hurdle is sudden 
changes in typing behavior due to style of the 



keyboard in use. To solve this, they targeted 
the application for laptops which are assumed 
to  share  common  keyboard  characteristics. 
This  assumption  forgets  that  some  laptops 
have number pads while others don't.

By using the same password for all  users of 
the system, there were no tests of users with 
different passwords. There is no mention that 
the users had different usernames but shared 
the same password, so this part of the paper 
was a little confusing.  

Also, because the salt is different for all users, 
it  may  be  possible  that  user  A  and  user  B 
passwords hash could have a  collision.  This 
was not mentioned in their paper and may be 
proved to not occur if the salt uses characters 
outside of possible password characters.

Since the hardened password is dynamically 
changing, an impostor who can replicate the 
typing  patterns  now has  the  ability  to  alter 
the  hardened  password  overtime  without 
throwing  any  red  flags.  As  seen  in  other 
related research, impostors  that can see the 
password  being  entered  can  significantly 
increase AR8. Can this be prevented, or is this 
an  accepted  caveat  that  already  exists  with 
standard password protocols?

Conclusion

Passwords  are  used  throughout  almost  all 
computer  systems.  When  need  for  higher 
security  of  the  data  exists,  users  are  often 
forced to carry pieces of hardware1, scan their 
fingerprint,  or  more.  These  additions  to 
passwords  make  authenticating  a  more 
complicated and longer process.

Keyboard  biometrics  bring  with  it  the 
promise  that  passwords  can  be  made  more 
secure based on the unique typing patterns of 
users  and  leave  behind  systems  that  cause 
users  headaches.  Although  with  it  comes 
questions  of  user  privacy  and  security 
concerns about leaked information. 

Song, Wagner, and Tian5 already proved that 
leaked timing information within SSH 2 can 

dramatically reduce the amount of time for an 
offline dictionary attack.

Zhuang, Zhou, and Tygar6 have shown that by 
leaving a microphone near a keyboard, they 
can listen to the  sounds that  emanate  from 
the  keyboard  to  recover  up  to  96%  of  the 
typed  characters  without  labeled  training 
data.

These  security  issues  stemming  from 
keyboard  biometrics  carry  significant  doubt 
of  the  added  security  and  should  be 
addressed in further research.

If these security risks can be minimized, then 
the  adoption  of  keyboard  biometrics  may 
increase.

Further Questions

What  should  happen  to  a  legitimate  user 
when  their  typing  pattern  experiences  a 
sudden  and  dramatic  change?  A  follow  up 
challenge  could  make  the  system  less  user 
friendly and negate any added security from 
the  use  of  keyboard  biometrics,  yet  there 
must exist some way to allow temporary and 
dramatic  changes  in  keyboard  typing 
behavior.

How can the tracking data obtained through 
keyboard biometrics be kept secure so as not 
to  leak  information  about  the  password? 
Monrose,  Reiter,  and  Wetzel  introduced  a 
novel approach to hiding the biometric data 
within the hashed password, but can enough 
features  be  found  about  users  with  an 
unpredictable  typing  history  to  still  provide 
them with stronger security?

Biometrics  systems  such  as  retinal  scans, 
fingerprint  scans,  and  USB  keys  can  make 
login processes obtrusive, but also are much 
more accessible for users with special needs. 
Is there a way that keyboard biometrics can 
be  applied  towards  users  that  must  enter 
passwords through a secondary system?

Can  keyboard  biometrics  be  used  to  test 
alertness  of  the  operator  of  safety-critical 



applications  such  as  air-traffic  control? 
Already there has been tools developed that 
are  used  within  email  systems  to  test 
alertness of users late at night10. This is one 
application  of  keyboard  biometrics  that  has 
yet to see much research invested.
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